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Abstract—In the rapidly evolving landscape of Industry 4.0,
predictive maintenance is crucial for maximizing operational
uptime and efficiency. Traditional predictive maintenance ap-
proaches, often reliant on static models, face challenges in
addressing novel anomalies and providing contextually rich,
actionable insights. An innovative Retrieval-Augmented Gener-
ation (RAG) system is proposed, leveraging Large Language
Models (LLMs) for real-time anomaly detection and predictive
maintenance. The system dynamically integrates machine sensor
data with repair manual documentation and worker insights
to generate highly relevant and interpretable diagnostic main-
tenance recommendations which are passed along in real-time
to relevant personnel. The methodology aims to demonstrate
the RAG system’s ability to enhance decision-making, optimize
industrial operations and mitigate equipment failures in complex
manufacturing environments.

Index Terms—Retrieval-Augmented Generation, RAG, Large
Language Models, LLMs, Industry 4.0, Predictive Maintenance,
Anomaly Detection, Smart Factories

I. INTRODUCTION

The Fourth Industrial Revolution, Industry 4.0, is pro-

foundly impacting various industrial sectors through the perva-

sive integration of digital technologies [1]. This era, character-

ized by the convergence of the Internet of Things (IoT), Arti-

ficial Intelligence (AI) and cyber-physical systems, transforms

traditional manufacturing into highly efficient, autonomous

smart factories [2]. A critical enabler of this transformation

is predictive maintenance, a strategy aimed at preventing

equipment failures before they occur. By anticipating potential

breakdowns, predictive maintenance maximizes operational

uptime, reduces costly unplanned downtime, and optimizes

asset utilization across complex industrial environments [3].

However, despite significant benefits, traditional predictive

maintenance approaches often face inherent limitations. These

methods, frequently reliant on statistical models or predefined

rule-based systems applied to sensor data, can struggle with

the identification of novel or complex anomalies [4]. They

often necessitate extensive manual feature engineering and

typically lack the sophisticated contextual reasoning capa-

bilities required to provide nuanced diagnostics and truly

actionable recommendations. A further challenge in advancing

research in this domain is the proprietary nature and limited

accessibility of real-world industrial operational data, which

often hinders the development and rigorous evaluation of

advanced AI solutions.

Advanced AI paradigms, particularly Large Language Mod-

els (LLMs), offer a promising avenue to overcome these

limitations. LLMs possess remarkable capabilities in under-

standing complex language, synthesizing information, and

generating human-interpretable text [5]. When augmented with

external knowledge, these models can move beyond pattern

recognition to provide deep contextual insights. Retrieval-

Augmented Generation (RAG) systems represent a cutting-

edge approach that combines the generative power of LLMs

with contextual, up-to-date knowledge retrieved from external

data sources [6]. This integration mitigates common LLM

challenges such as hallucination and outdated information,

enhancing their reliability for knowledge-intensive tasks.

To address the challenges in predictive maintenance, the

application of RAG systems within an intelligent agent frame-

work is explored. The objective is to design, implement and

rigorously evaluate a RAG-based LLM system, integrated with

specialized monitoring and communication agents, tailored

for real-time anomaly detection and comprehensive predictive

maintenance in Industry 4.0 settings. A key methodological

aspect involves the use of synthetically generated industrial

data, encompassing both realistic time-series sensor readings

and comprehensive technical documentation. This approach

ensures the reproducibility and verifiability of findings, pro-

viding a robust framework for future investigations in this

domain. Through its agentic components, the proposed system

integrates operational and contextual data to deliver relevant,

interpretable, and actionable insights, enhancing industrial

decision-making and bolstering manufacturing resilience.

II. RELATED WORK

The rapid evolution of Industry 4.0 has introduced unprece-

dented opportunities for predictive maintenance by integrating

cyber-physical systems, industrial IoT and AI. Central to this

transformation is the fusion of real-time monitoring, contex-

tual reasoning and intelligent decision-making: an intersection

where LLMs, RAG and agent-based architectures converge to

enable sophisticated, interpretable and responsive maintenance

frameworks [1], [2].Available Soon



Predictive maintenance (PdM) aims to preempt equipment

failure through continuous monitoring and analysis of op-

erational data. Conventional PdM methods rely heavily on

statistical models, rule-based systems and time-series analysis

to detect degradation or abnormal patterns in signals [3]. These

methods, though reliable in stable environments, struggle

to generalize to novel failure types, often requiring manual

feature engineering and lack interpretability - issues that limit

their deployment in complex manufacturing contexts [4].

Recent years have seen increased use of deep learning mod-

els, particularly Long Short-Term Memory (LSTM) networks,

Convolutional Neural Networks (CNNs) and autoencoders,

which are used to capture non-linear temporal dependencies in

sensor data [5]. However, despite improved detection capabili-

ties, these models operate in isolation from domain knowledge

embedded in technical documentation or expert manuals. Con-

sequently, they offer little in the way of reasoning or actionable

insight beyond anomaly flags, which restricts their utility for

real-time, human-interpretable decision making.

LLMs, like GPT-3 and PaLM, have revolutionized natural

language processing (NLP) with their ability to perform zero-

shot reasoning and generate fluent, human-like text across

various domains [6]. Nevertheless, their reliance on static

parametric knowledge introduces factual limitations and are

prone to hallucinations - generating responses that are fluent

but incorrect or unverifiable [7].

To mitigate these challenges, the RAG framework augments

LLMs with a retrieval mechanism that dynamically fetches

relevant context from an external knowledge base at inference

time. This enables the model to ground its outputs in specific,

verifiable information, thereby improving factual accuracy and

traceability. RAG has proven effective in open-domain ques-

tion answering [8], biomedical diagnostics [9] and software

troubleshooting [10], yet its deployment in time-sensitive, real-

time industrial applications remains underexplored.

Most current implementations of RAG are designed for

static or batched input, where latency is less critical. This

operational constraint limits their direct applicability to high-

throughput environments such as smart manufacturing, where

diagnostics must be both timely and contextually rich [11].

Moreover, integration of RAG-enabled LLMs with real-time

sensor data and unstructured industrial knowledge bases poses

unique challenges in terms of heterogeneous data types, syn-

chronization and reasoning under uncertainty.

Agent-based models (ABMs) have been utilized in industrial

settings for their modularity, autonomy and suitability for

distributed environments. These agents are capable of sensing,

reasoning and acting either independently or cooperatively

[12]. In manufacturing, ABMs have been applied to decen-

tralized scheduling, condition monitoring and fault diagnosis.

The recent paradigm of agentic LLMs builds upon this

foundation by embedding LLMs within structured workflows,

allowing them to interact with external tools, like APIs and

data streams. These agents follow iterative planning and

decision-making protocols, enabling them to solve complex

multi-step tasks in dynamic environments [13]. Architectures

like ReAct (Reason + Act) and AutoGPT exemplify this trend,

where LLMs not only generate responses, but also execute

actions, query knowledge sources and adapt based on feedback

[14].

Research has shown the effectiveness of such agentic

frameworks in areas including scientific research automation

[15], web navigation [16] and code generation [17]. However,

applications in PdM - especially those involving real-time

decision support based on sensor analytics and contextual

knowledge, are still in nascent stages.

To realize responsive, human-interpretable PdM, this re-

search proposes an architecture with three tightly coordinated

components: a Monitoring Agent, a RAG-enabled LLM Rea-

soning core, and a Communication Agent. Each has been ex-

plored independently in literature, but their combination into a

unified real-time framework for PdM remains underdeveloped.

Monitoring agents typically employ lightweight ML models

or rule-based systems to detect anomalies in sensor data [18].

While effective at identifying out-of-spec conditions, they lack

the reasoning capabilities necessary for root-cause analysis or

prescriptive guidance. Integrating them with LLMs that can

query and synthesize from rich documentation bridges this

gap, as the LLM can explain anomalies in light of procedural,

contextual and historical information.

The RAG-enabled Reasoning Core serves as the diagnostic

engine. By pairing retrieval mechanisms with generative ca-

pabilities, it constructs grounded, multi-source explanations.

Hybrid diagnostic models have shown that combining sym-

bolic reasoning and deep learning improves interpretability and

reduces error rates in high-stakes environments [19]. The RAG

setup also supports provenance tracking, allowing outputs to be

traced back to their source passages - crucial for transparency

in operational decision-making.

The Communication Agent operationalizes insights by

aligning output messages with personnel roles, notification

protocols, and urgency levels. Literature on human-centered

AI emphasizes the importance of not just delivering correct

information, but doing so in a form that is actionable and

role-specific [20]. The Communication Agent ensures that

intelligence is embedded within organizational workflows and

is not limited to generating a technician alert, opening a

ticket in a Computerized Maintenance Management System,

or notifying a supervisor.

III. METHODOLOGY

This section provides an overview of the design, implemen-

tation and operational pipeline of the RAG system developed

for real-time anomaly detection and predictive maintenance

within Industry 4.0 environments. The proposed framework

integrates sophisticated machine learning models with ad-

vanced natural language processing capabilities, orchestrated

through an intelligent agent architecture. The methodology

is grounded in the use of synthetically generated data to

ensure the reproducibility and verifiability of the experimental

findings.



A. System Architecture

The system is conceptualized as a multi-agent framework,

operating cohesively to provide continuously monitoring, intel-

ligent diagnostics and proactive communication (see Figure 1).

The high-level architecture comprises of the following primary

components:

• Data Ingestion Layer: This layer is responsible for

the continuous simulation and feeding of multi-sensor

time-series data, mimicking real-world industrial sensor

streams from various machines.

• Monitoring Agent: This agent continuously analyzes in-

coming sensor data streams to identify deviations from

established normal operational patterns using an LSTM-

based forecasting model.

• RAG-enabled LLM Reasoning Core: Upon detection of a

potential anomaly by the Monitoring Agent, this core is

activated. It leverages a robust knowledge base to retrieve

contextually relevant information and employs an LLM

to synthesize this information, generating highly inter-

pretable diagnostic explanations and actionable mainte-

nance recommendations.

• Communication Agent: The final stage involves the Com-

munication Agent, which is tasked with intelligent dis-

semination of the generated insights. It dispatches tailored

notifications to predefined personnel, considering their

roles, urgency levels, and established communication

protocols.

Fig. 1. AI-Driven Smart Manufacturing Monitoring System Architecture.

These agents operate asynchronously, facilitating a a re-

sponsive and near real-time decision-making loop essential for

dynamic industrial settings. The underlying orchestration is

managed through a LangGraph-based state machine, enabling

complex multi-step reasoning and tool utilization.

This modular design enhances system resilience and scala-

bility, allowing for independent development and deployment

of each agent. The agentic approach enables dynamic decision-

making and adaptive responses, which are crucial for navigat-

ing the complexities inherent in modern industrial operations

and ensuring robust system performance.

B. Synthetic Data and Knowledge-Base Management

To ensure reproducibility, synthetic time-series sensor data

and technical documentation are utilized. Data includes normal

ranges and controlled anomalies. Sensor data (temperature,

pressure, vibration and current) is loaded, cleaned and pro-

cessed from CSVs. Technical documents (e.g. manuals) are

segmented, embedded and indexed in a ChomaDB vector

database, forming the RAG system’s external knowledge

source.

C. Anomaly Detection and Classification

The Monitoring Agent, implemented via a ’MonitoringA-

gentCore’ class, handles data buffering, LSTM-based anomaly

detection, and anomaly classification. Sensor readings for each

machine are added to a fixed-size buffer (of sequence length

30). Raw data are normalized using a RobustScaler, fitted

on training data. This method scales features robustly using the

median and the interquartile range (IQR). The scaled value

xscaled for a raw value xraw is calculated as:

xscaled =
xraw − median

IQR
(1)

A sequential LSTM forecasting model, built with Tensor-

Flow/Keras, learns normal temporal patterns to predict the

next sensor values based on historical sequences. The model

is trained to minimize the difference between its predictions

and actual subsequent observations. Anomalies are detected

based on the prediction error (Mean Squared Error, MSE)

between the model’s forecast for the next time step and the

actual observed values. For a given time step t, and across D

sensor dimensions (on normalized values x
′

t,d for actual and

x̂
′

t,d for predicted), the prediction error Et is computed as

Et =
1

D

D∑

d=1

(x′

t,d − x̂
′

t,d)
2 (2)

where x
′

t,d is the actual normalized value at time t for sensor

dimension d, and x̂
′

t,d is the model’s predicted normalized

value for time t for sensor dimension d. If untrained, a

simulated ‘quick training’ on dummy normal data sets a dy-

namic anomaly threshold, Ethreshold (e.g., the 99th percentile

of training errors). An anomaly is flagged if Et exceeds

Ethreshold. Classification also considers actual or predicted

sensor values against predefined critical (min/max) or normal

operating (normal_low/normal_high) thresholds. Devi-

ations within thresholds are classified as ‘unusual patterns

(LSTM detected, but within defined thresholds)’.

D. RAG-enabled LLM Reasoning Core

This core provides intelligent diagnostics by combining

LLM capabilities with external knowledge. Upon anomaly

detection, a detailed natural language query is constructed,

including machine identifier, timestamp, anomaly type, and

the present sensor values. This query is used to semanti-

cally search the ChromaDB vector store, retrieving relevant

passages from the synthetic technical documentation. The



retrieved context and the query from an augmented prompt,

which is fed to the Llama 3.1 LLM. the LLM then generates a

detailed explanation, present status, and actionable recommen-

dations, grounding its response in the retrieved information to

minimize hallucinations.

E. Communication Agent

The Communication Agent, using the

send_notification tool, dispatches targeted and

timely notifications. A contact personnel dictionary maps

machine identifiers to specific roles (e.g., Specialist, Boss)

and their contact information (email, phone). Upon receiving

an anomaly and explanation, the send_notification

tool is invoked asynchronously. Notifications include a clear

subject line and a detailed body with machine, anomaly type,

sensor values, and recommended actions.

To prevent alert fatigue, a 300-second (5-minute) cool-

down is implemented. If a notification for a machine was

sent recently, subsequent alerts for that machine are suppressed

until the cool-down period elapses.

IV. RESULTS

The AI-driven smart manufacturing monitoring system was

evaluated on a large, synthetically generated dataset represent-

ing 15,000 time-series observations per industrial machine.

The test data included both baseline operating conditions

and engineered anomalies, such as gradual parameter drifts

and abrupt sensor spikes, across all monitored signals. These

behaviours were incorporated to mimic real-life data as close

as possible. The LSTM-based Monitoring Agent’s predictive

accuracy was assessed by comparing the model’s next-step

predictions to the actual sensor readings. Table I summarizes

the Mean Absolute Error (MAE) and Root Mean Squared

Error (RMSE) for each sensor on the test set pertaining to

machine M1.

TABLE I
SENSOR-WISE PREDICTION ACCURACY METRICS FOR MACHINE 1 (M1)

Sensor MAE RMSE

Temperature 2.4598 3.1080
Pressure 2.0717 2.6113
Vibration 1.3768 1.9648
Current 2.9979 4.0546

These results indicate that the model reliably tracks the

general trends and abrupt shifts in sensor readings, with error

magnitudes remaining within acceptable operational margins

for most parameters. Prediction accuracy is highest for vibra-

tion and pressure, while current readings display slight greater

variance, likely due to the engineered anomaly spikes.

The model’s predictive performance can be visualized by

plotting actual versus predicted sensor values over a represen-

tative time window. Figure 2 demonstrates the LSTM model’s

ability to track dynamic changes across all four sensor pa-

rameters, accurately reflecting baseline stability, gradual drifts

and engineered anomaly events. This close alignment between

the model’s predictions and true measurements validates the

efficacy of the LSTM forecasting core under both normal and

abnormal conditions.

Upon identification of a critical anomaly (e.g. pressure

drops below minimum operational threshold), the system

successfully invokes the RAG-enabled LLM reasoning core

to generate a contextualized, evidence-based diagnosis. The

Communication Agent then delivered a notification to relevant

personnel as demonstrated in Figure 3. This notification,

equipped with a cool-down mechanism to avoid alert fatigue,

ensures timely and actionable dissemination of critical insights

to both operators and supervisory staff.

V. DISCUSSION

The results highlight the system’s capabilities in accurately

identifying anomalies, providing contextually rich diagnos-

tics, and effectively managing alert dissemination, thereby

addressing several limitations inherent in traditional predictive

maintenance approaches.

The high sensitivity observed in the Monitoring Agent’s

LSTM forecasting model, facilitated by the low anomaly

threshold, suggests a significant potential for the early de-

tection of subtle operation deviations. This proactive capa-

bility is paramount for minimizing unplanned downtime and

optimizing operational efficiency, as it enables intervention

before minor equipment issues escalate into critical failures.

The system’s capability to classify anomalies beyond simple

threshold breach,es by recognizing unusual temporal patterns,

represents a notable advancement over conventional rule-based

systems that often lack the sophistication for such nuanced

detection.

The performance of the RAG-enabled LLM Reasoning Core

underscores the value of augmenting large language models

with external, domain-specific knowledge. The consistent gen-

eration of contextually aligned, evidence-based, and actionable

recommendations address a critical gap in many data-driven

preventative maintenance solutions: the pervasive lack of inter-

pretability and prescriptive guidance. By grounding the LLM’s

outputs in a verifiable knowledge base, the system effectively

mitigates common challenges such as factual inaccuracies

or “hallucinations”, thereby increasing the trustworthiness of

the diagnostic insights provided to human operators. This

interpretability is paramount for effective decision-making in

high-stakes industrial contexts.

Furthermore, the operational success of the Communication

Agent, particularly the effective implementation of the notifi-

cation cool-down mechanism, is a practical consideration for

any real-time monitoring system. In continuous monitoring

environments, preventing alert fatigue is essential for main-

taining the responsiveness and effectiveness of maintenance

personnel. The role-based notification system ensures that

relevant information is directed to the appropriate stakeholders,

potentially optimizing response times and resource allocation.

Despite these promising results, the inherent limitations

stemming from the exclusive use of synthetically generated

data necessitate further empirical validation in complex, noisy,



Fig. 2. Actual vs. predicted sensor values for machine M1 across all four monitored parameters (temperature, pressure, vibration, and current).

Fig. 3. Example of a notification generated by the Communication Agent.

and unpredictable real-world industrial environments. This in-

cludes he need for extensive training of the LSTM forecasting

model on diverse, real-world operational data and the expan-

sion of the currently limited synthetic technical documentation

to a comprehensive, continuously updated, and potentially het-

erogeneous knowledge base. Future work will therefore focus

on integration the system with actual industrial sensor data

streams and maintenance logs for robust empirical validation

and performance benchmarking. This will be complemented

by exploring more advanced LLMs and embedding mod-

els, investigating multi-sensor fusion techniques to enhance

anomaly detection and diagnostic capabilities, and developing

a user-friendly interface for real-time visualization. Ultimately,

integrating the Communication Agent with existing Comput-

erized Maintenance Management Systems (CMMS) aims to

automate work order generation and streamline maintenance

workflows, thereby enhancing the system’s utility within a

complete Industry 4.0 ecosystem.

VI. CONCLUSION

This research demonstrates the development and prelimi-

nary evaluation of an AI-driven smart manufacturing mon-

itoring system, leveraging RAG with LLMs for real-time

anomaly detection and predictive maintenance. The system’s

core components, a robust Monitoring Agent utilizing LSTM

for anomaly detection, a RAG-enabled LLM Reasoning Core

for contextual diagnostics, and an intelligent Communication

Agent for targeted alerts, work cohesively to enhance opera-



tional efficiency and mitigate equipment failures. By integrat-

ing machine sensor data with a verifiable knowledge base, the

system provides highly relevant, interpretable and actionable

insights, addressing critical limitations of traditional predictive

maintenance approaches and significantly improving decision-

making in complex manufacturing environments.

The LSTM-based Monitoring Agent accurately identifies

anomalies, from subtle deviations to critical breaches, by

analyzing complex sensor data patterns. This proactive detec-

tion minimizes downtime and optimizes operational efficiency,

preventing minor issues from escalating. The RAG-enabled

LLM Reasoning Core transforms anomaly flags into rich,

evidence-based diagnostics and actionable recommendations,

enhancing trustworthiness and empowering personnel with

contextual understanding for timely decisions. The Communi-

cation Agent’s practical utility, with its role-based notifications

and cool-down mechanism, ensures critical intelligence is

disseminated efficiently, preventing alert fatigue and stream-

lining maintenance. This comprehensive approach, spanning

detection, diagnosis and intelligent communication, marks a

significant step towards autonomous and resilient smart factory

operations.

Having demonstrated its core capabilities, the current sys-

tem provides a foundation upon which future research can

enhance its real-world applicability. This involves integrating

with actual industrial sensor data and expanding the knowledge

base beyond synthetic data for robust validation. The Commu-

nication Agent will evolve by connecting to HR databases for

personnel rostering and interfacing with plant safety systems to

trigger sirens or provide precise machine shutdown sequences

during emergencies. Integrating with CMMS will automate

work order generation, streamlining maintenance workflows.

Developing user interfaces for real-time visualization will

improve interaction. Continuous research into ethical AI and

cyber security is paramount for responsible deployment. These

advancements will ensure the system becomes more robust, in-

telligent and an indispensable tool for predictive maintenance

and operational resilience in Industry 4.0.
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